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University of California, Berkeley, USA
Ph.D. (Marketing) 2021–2027 (expected)
M.Sc. (Business Administration) 2021–2023
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Research Interests
My research develops AI and machine-learning methods for core marketing problems, with a focus on consumer
perception, brand positioning, belief formation, and creative production/destruction.

Dissertation
“No Spoilers: A Contamination-Free LLM for Brand Perception Analysis.” (Job Market Paper) The link leads to the latest
version.

Abstract: Brands are focal objects of marketing, and how consumers perceive them shapes positioning, consumer
choice, and firm performance. These perceptions are often not directly observed but reflected in the large volume of
unstructured text consumers produce about brands, making language models a scalable tool for measuring them.
Tracking such measures over time, however, raises two challenges. First, model parameters may encode information
from after the measurement date, producing lookahead bias. Second, changes across model versions undermine
comparability. We address both with Data-Restricted Incremental Pretraining and Projection (DRIP2), a workflow that
builds a temporally bounded sentence encoder from pre-sample data, constructs quarterly brand representation
vectors, removes platform-wide language shifts, and projects the vectors onto researcher-defined dimensions. Applied
to more than 60 million tweets from 2016–2022, DRIP2 generates interpretable maps of brands, sports teams, and actors.
The measures respond to major real-world events, predict future profit-margin growth, and reveal short-lived shifts in
the intended direction following marketing campaigns and movie releases.

Publications
[1] Li, P., Castelo, N., Katona, Z., & Sarvary, M. (2024). Determining the validity of large language models for

automated perceptual analysis.Marketing Science, 43(2), 254–266.
[2] Fedyk, A., Kakhbod, A., Li, P., & Malmendier, U. (2026). AI and perception biases in investments: An

experimental study. Journal of Financial Economics (forthcoming). Best Paper in DC Fintech Week 2024.
[3] Hochberg, Y. V., Kakhbod, A., Li, P., & Sachdeva, K. (2026). Are Patents with Female Inventors Under-Cited?

Evidence from Text Estimation. Journal of Financial Economics, 2026.
[4] Kakhbod, A., & Li, P. (2025). “NoLBERT: A No Lookahead (Back) Foundational Language Model.” NeurIPS 2025.

Work in Progress and Work under Review
Kakhbod, A., Kogan, L., Li, P., & Papanikolaou, D. (2024). Measuring creative destruction. Review of Financial Studies,
Revise and Resubmit. Crowell Prize 2025, 1st place.

Fedyk, A., Kakhbod, A., Li, P., & Malmendier, U. (2026). Personality, Selective Recall, and Investor Heterogeneity:
Experimental Evidence.

Castelo, N., Katona, Z., Li, P., & Sarvary, M. (2024). “How AI Outperforms Humans at Creative Idea Generation.”
Available at SSRN 4751779.

Teaching
Lead Graduate Student Instructor / Teaching Assistant, UC Berkeley
I served as lead TA for graduate-level courses, designing review sessions/tutorials, creating homework problem sets
(both theory and coding) and exams, and supporting projects.
Financial Data Science (supervised and unsupervised learning) 2023–2026
Deep Learning and Applications I (reinforcement learning) 2022–2026
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Deep Learning and Applications II (generative models and causal inference) 2022–2026

Major Presentations
Li, P., Castelo, N., Katona, Z., & Sarvary, M. (2024). Determining the validity of large language models for automated
perceptual analysis.

• Marketing Science Conference (2023); MSI Advertising Immersive Event (2023).

Castelo, N., Katona, Z., Li, P., & Sarvary, M. (2024). “How AI Outperforms Humans at Creative Idea Generation.”
• USC-Stanford Ph.D. student conference (2024).

Fedyk, A., Kakhbod, A., Li, P., & Malmendier, U. (2024). AI and perception biases in investments: An experimental
study.

• DC Finance Week (2024); Stanford Institute for Theoretical Economics (SITE) (2025); NBER Behavioral Finance
(2025).

Hochberg, Y. V., Kakhbod, A., Li, P., & Sachdeva, K. (2023). Are Patents with Female Inventors Under-Cited? Evidence
from Text Estimation.

• NBER Productivity Innovation and Entrepreneurship (2024).

Kakhbod, A., Kogan, L., Li, P., & Papanikolaou, D. (2024). Measuring creative destruction.
• NBER Big Data Conference (2025); Western Finance Association Conference (2025).

Awards
AMA Sheth Foundation Doctoral Consortium Fellowship, 2026
ISMS Doctoral Consortium Fellowship, 2023
Crowell Memorial Prize, Panagora Asset Management (first place), 2025
DC Finance Week Best Paper Award, 2024
Highest Graduation Honor, Mathematics, UC Berkeley, 2021
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Assistant Professor of Finance
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Research Abstracts Appendix
Publications
“Determining the Validity of Large Language Models for Automated Perceptual Analysis” with Noah Castelo, Zsolt
Katona, and Miklos Sarvary.Marketing Science, 43(2), 254–266.
Abstract: This paper explores the potential of large language models (LLMs) to substitute for human participants in
market research. Such LLMs can be used to generate text given a prompt. We argue that perceptual analysis is a
particularly promising use case for such automated market research for certain product categories. The proposed new
method generates outputs that closely match those generated from human surveys: agreement rates between human-
and LLM-generated data sets reach over 75%. Moreover, this applies for perceptual analysis based on both brand
similarity measures and product attribute ratings. The paper demonstrates that, for some categories, this new method
of fully or partially automated market research will increase the efficiency of market research by meaningfully
speeding up the process and potentially reducing the cost. Further results also suggest that with an ever larger
training corpus applied to large language models, LLM-based market research will be applicable to answer more
nuanced questions based on demographic variables or contextual variation that would be prohibitively expensive or
infeasible with human respondents.

“AI and Perception Biases in Investments: An Experimental Study” with Anastassia Fedyk, Ali Kakhbod, and Ulrike
Malmendier. Journal of Financial Economics (forthcoming). Best Paper in DC Fintech Week 2024.
Abstract: AI promises to accelerate and broaden access to automated investment advice. But can it capture the
investment preferences and rationales of historically underrepresented investors? We ask 1,272 human survey
respondents and 1,350 AI-generated agents to rate stocks, bonds, and cash. First, default AI-generated responses
overrepresent young, high-income individuals. However, algorithmic bias is reduced with demographically-seeded
prompts. Second, AI-generated free-form responses correctly reflect human rationales: risk and return, financial
knowledge, and past experiences. Third, AI can help identify where a lack of financial knowledge poses issues in
human responses, as shown in textual analyses of transitivity violations.

“Are Patents with Female Inventors Under-Cited? Evidence from Text Estimation” with Yael V. Hochberg, Ali
Kakhbod, and Kunal Sachdeva. Journal of Financial Economics, 2026.
Abstract: Implementing a state-of-the-art machine learning technique for causal identification from text data
(C-TEXT), we document that patents authored by female inventors are under-cited relative to those authored by males.
Relative to what the same patent would be predicted to receive had the lead inventor instead been male, patents with
a female lead inventor receive 10% fewer citations. Patents with male lead inventors tend to undercite past patents
with female lead inventors, while patent examiners of both genders appear to be more even-handed in the citations
they add to patent applications. For female inventors, market-based measures of patent value load significantly on the
citation counts that would be predicted by C-TEXT, but do not load significantly on actual forward citations. The
under-recognition of female-authored patents likely has implications for the allocation of talent in the economy.

“NoLBERT: A No Lookahead(Back) Foundational Language Model” with Ali Kakhbod. NeurIPS 2025.
Abstract: We present NoLBERT, a lightweight, timestamped foundational language model for empirical
research—particularly for forecasting in economics, finance, and the social sciences. By pretraining exclusively on text
from 1976 to 1995, NoLBERT avoids both lookback and lookahead biases, information leakage, that can undermine
econometric inference. It exceeds domain-specific baselines on NLP benchmarks while maintaining temporal
consistency. Applied to patent texts, NoLBERT enables the construction of firm-level innovation networks and shows
that gains in innovation centrality predict higher long-run profit growth.
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Working Papers
“No Spoilers: A Contamination-Free LLM for Brand Perception Analysis” Job Market Paper.
Abstract: Brands are focal objects of marketing, and how consumers perceive them shapes positioning, consumer
choice, and firm performance. These perceptions are often not directly observed but reflected in the large volume of
unstructured text consumers produce about brands, making language models a scalable tool for measuring them.
Tracking such measures over time, however, raises two challenges. First, model parameters may encode information
from after the measurement date, producing lookahead bias. Second, changes across model versions undermine
comparability. We address both with Data-Restricted Incremental Pretraining and Projection (DRIP2), a workflow that
builds a temporally bounded sentence encoder from pre-sample data, constructs quarterly brand representation
vectors, removes platform-wide language shifts, and projects the vectors onto researcher-defined dimensions. Applied
to more than 60 million tweets from 2016–2022, DRIP2 generates interpretable maps of brands, sports teams, and
actors. The measures respond to major real-world events, predict future profit-margin growth, and reveal short-lived
shifts in the intended direction following marketing campaigns and movie releases.

“Measuring Creative Destruction” with Ali Kakhbod, Leonid Kogan, and Dimitris Papanikolaou. Review of Financial
Studies, Revise and Resubmit.
Abstract: We investigate how innovations by other firms affect a focal firm’s future performance, using text-based
measures of innovation displacement—i.e., how relevant one firm’s innovations are to another’s operations. Our
findings show that when recent innovations by other major innovators overlap with the focal firm’s technologies, the
focal firm’s profit growth declines over the subsequent seven years. This displacement phenomenon remains robust
across different types of firms and model specifications. Moreover, we show that our measure can contribute to
practical applications such as out-of-sample prediction of profit growth.

“Personality, Selective Recall, and Investor Heterogeneity: Experimental Evidence” with Anastassia Fedyk, Ali
Kakhbod, and Ulrike Malmendier.
Abstract: Why do households exposed to similar economic information form different expectations? We study
whether personality differences shape economic expectations through selective recall. Existing work shows that
memory processing affects beliefs, but less is known about the stable traits that determine what people remember. In a
two-day experiment with approximately 1,000 respondents, participants report baseline stock market expectations,
view historical stock-price charts, and later recall the charts and update their forecasts. Guided by a machine-learning
screening procedure, we focus on a socioemotional personality factor. More positive socioemotional profiles are
associated with more optimistic baseline expectations and more optimistic revisions after common information. Text
responses point to two channels: greater prior investment experience, which helps explain baseline optimism, and
selective forgetting of negative chart content, which helps explain belief revision. The findings suggest that personality
is a primitive source of heterogeneity in memory-based expectations.

“How AI Outperforms Humans at Creative Idea Generation” with Noah Castelo, Zsolt Katona, and Miklos Sarvary.
Abstract: This paper investigates the creative potential of artificial intelligence (AI), specifically the GPT4 large
language model, in generating new product ideas. We first demonstrate that GPT4 can generate ideas that are rated as
more creative than those generated by laypeople and creative professionals working under strong financial incentives.
We then propose a novel text analysis methodology that we use to determine what specifically GPT4 is doing to
achieve these superior results. We develop measures of two types of creativity: creative form, the language used to
describe an idea being more unusual or unique, and creative substance, the idea itself is more novel. We find that
GPT4 outperforms humans in both types of creativity. Finally, we show that using GPT4 to simply re-write ideas
originally written by humans results in those ideas being rated as significantly more creative and that the
improvement is explained by creativity in form. These results have immediate implications for managers, researchers,
and practitioners in various fields, as integrating AI systems may optimize creative processes, save resources, and
accelerate innovation cycles.
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